TECHNOLOGY

Designing a Gigabit Experience
Gigabit speed is a great marketing tool, but user experience is what really matters –
and that requires good system design.
By Dan Grossman / NetAccess Futures

G

igabit, or 1 Gbps bandwidth, is the gold
standard for broadband access. Economic
development advocates, planners, elected
officials and leading-edge consumers demand it. It’s a
marketing catchphrase. But what does a gigabit really
mean, and how does it benefit customers? The answer is:
It’s complicated.
Broadband is all about speed, right? As a network
operator, you pitch gigabit speeds to stakeholders,
advertise gigabit speeds to customers and compare your
network’s speed with the competition’s. Marketing gigabit
speeds helps build your network and subscriber base.
However, attracting customers is one thing, retaining
them is another and satisfying them is yet another.
Customer satisfaction is about great user experience:
high-definition videos that don’t freeze, Web pages
rendered instantly, instant backups, videoconferences
that don’t break up. Speed is necessary for a great user
experience, but it is not sufficient. In fact, issues beyond
the access network can make a great access network
look bad. And most of that gigabit speed can be wasted
because of poor design.
Customer satisfaction is also about pricing. The higher
the costs, the higher the price has to be to meet financial
goals, and the more potential customers are lost.
Providing a consistently great user experience while
shaving unnecessary costs is the formula for satisfying
customers.
DO YOU HAVE A GIGABIT NETWORK?
The term “gigabit network” is ambiguous. It could have
any of three precise technical definitions:
•
•
•
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Line rate in each direction is 1 Gbps or more.
Usable rate in each direction is 1 Gbps or more.
1 Gbps headline rates are possible in one or both
directions.
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These definitions apply whether
or not the physical medium is shared,
as in passive optical networks and
cable networks. Under any definition,
instantaneous bandwidth per user may
be less than 1 Gbps.
Most FTTH networks are based on
one of three standards: point-to-point
Gigabit Ethernet, Gigabit Ethernet
Passive Optical Network (GEPON)
or Gigabit Passive Optical Network
(GPON). All three have line rates
greater than 1 Gbps and usable rates at
least close to 1 Gbps, and all three can
support 1 Gbps headline rates. So any
FTTH-based network that uses one
of these technologies can be truthfully
described as a gigabit network.
Hybrid fiber/coax networks were
originally designed to carry cable
television and later adapted for data and
voice. New technology, DOCSIS 3.1 –
expected to be deployed in late 2015 –
enables gigabit line rates and capacities
over these networks, though achieving
these rates may require significant
outside-plant upgrades.
Even legacy copper plant can
support gigabit rates – at least in the
lab, over short distances. Engineers
have made heroic efforts to overcome
the physical constraints of twisted
copper wire. Despite that, copper-based
gigabit networks remain impractical to
deploy in volume on existing outside
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plant. Calling a fiber-to-the-node or
fiber-to-the-cabinet network a gigabit
network would probably be a stretch;
fiber-to-the-building networks can
sometimes reuse existing building
wiring at gigabit rates.
DESIGNING
FOR PERFORMANCE
Circuit-switched networks, such as
telephone and telex, had switches that
patched together communications
channels from source to switch to
switch to switch to destination. Making
a call caused each channel to be
allocated from a pool and reserved for

the exclusive use of the connection. All
channels in the network had the same
bandwidth or equivalent data rate (for
example, 3.1 kHz or 64 Kbps in the
telephone network). During pauses in
communication, all these concatenated
channels were effectively wasted.
Modern networks are based on
store-and-forward packet switching. In a
packet-switched network, user data is
wrapped in packets, each of which also
carries information to help the network
send it to its destination. Each node
•

receives the packet on an incoming
link.

•

stores it in a first-in, first-out queue
in a memory called a buffer.
determines which outgoing link
takes it closer to its destination.
transmits it on that outgoing link.

•
•

If the outgoing link is transmitting
another packet, the packet remains in
the buffer until it can be sent. Buffering
and queueing allow packets to arrive on
several incoming links at the same time
for forwarding over the same outgoing
link and allow incoming and outgoing
links to have different line rates.
These are important benefits of packet
switching.

MEASURING NETWORK PERFORMANCE
Data rate quantifies bits per unit of time.
Capacity or digital bandwidth is the maximum data
rate a communications resource can carry.
Load is the aggregated data rate of all traffic a
communications resource carries at a particular
time.
Instantaneous rate is a snapshot of a system’s data rate
at an instant of time.
Average rate is the average of all instantaneous
rates over a period of time. It is useful when
instantaneous rate changes frequently.
Line rate is the instantaneous rate of a bit stream
over a communications channel, such as a fiber.
If you could watch bits crossing the fiber, start
a stopwatch in the middle of a bit, stop it in the
middle of the next bit and divide 1 by the elapsed
time, you’d get the line rate.
Usable rate is what’s left after overhead bits are
deducted from the line rate. For example, Gigabit
Ethernet has a line rate of 1.25 Gbps and a usable
rate of 1.0 Gbps.
Advertised rate, headline rate or maximum rate is the
highest average rate at which a customer is allowed
to transmit or receive on a network. It’s often less
than the line rate, and it is enforced (capped) by the
network operator. Broadband services are usually
advertised as being “up to” some number of Mbps,
and broadband availability maps are usually based
on what is advertised.
A data flow is a one-way stream of related packets from
a source to one or more destinations.
Throughput is the average data rate of a data flow.
OCTOBER 2014 |

Delay is the time a packet takes to travel from a source
to a destination. It is usually measured from the
time a packet starts to be sent to the time it is fully
received. Delay has three main components:
•

•

•

Propagation delay is the time the signal takes
to travel through the transmission medium
(light travels through fiber at 4.9 microseconds
(µs) per kilometer).
Serialization delay is the time it takes to send
a packet bit by bit. It is equal to the packet size
divided by the line rate. Serialization delay
occurs on every link of the path. Faster lines
have less serialization delay.
Queuing delay is the amount of time a
packet must wait in its buffer before it can be
transmitted. It varies depending on how much
other traffic there is. Therefore, it is usually
described in statistical terms, such as “95th
percentile” queueing delay.

End-to-end delay is the sum of all the delay
components along the path.
Round-trip delay is the end-to-end delay from source
to destination added to the end-to-end delay from
server to user.
Bandwidth-delay product is the nominal capacity of a
link or path multiplied by its nominal end-to-end
delay. It is the maximum number of bits that can be
en route at a snapshot in time.
Latency is the amount of time fulfilling a user’s request
takes, including both delay and processing time.
For interactive applications, latency is the most
important component of user experience.
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Network design sets the odds that latency will
be acceptable for each user request, based on
predicted load. Achieving better odds is more
costly. Operators must make this trade-off.

User devices and remote servers
send packets in staccato on-off bursts.
Intervals between bursts may be hours
(when a device is not in use), minutes
and seconds (when a device is waiting
for a user input) or milliseconds
(when a device is actively sending or
receiving). From a node’s perspective,
the number and sizes of packets in
each burst and the times of burst
arrivals appear to be random with
long, frequent gaps. On broadband
lines, each customer’s average rate is
ordinarily much less than the line rate.
Packet-switched networks take
advantage of the bursty nature of data,

along with store-and-forward buffering,
to use digital bandwidth efficiently.
When a data flow doesn’t send packets
for a while, the capacity can be used
to carry packets that belong to other
data flows. As customers rarely send or
receive at the headline rate, network
capacity can safely be less than the
sum of headline rates. This is called
statistical gain, and its application
by network designers is called traffic
engineering factor or overbooking.
Bursty data, buffering, queuing
and statistical gain require network
designers to think about network
performance in statistical terms, like

THE 10 COMMANDMENTS
OF NETWORK PLANNING
1.

Advertise speed, but retain customers by superior user experience.
Don’t forget those aren’t identical.
2. Any modern FTTH network can truthfully be advertised as a gigabit
network even if subscribers are rate capped.
3. Throughput of any data flow is limited by the bandwidth of
the bottleneck link. Make the bottleneck link somebody else’s
responsibility.
4. Broadband networks and user behavior are best understood in
probabilistic terms. Don’t be afraid of statistics.
5. TCP congestion control can be the limiting factor in end-to-end
throughput.
6. Congestion occurs at bottleneck links. Fast-to-slow transitions are
likely culprits. Buffer bloat makes a bad situation worse.
7. Packet dropping is normal and expected behavior. Don’t worry; TCP
recovers.
8. Propagation delay hurts customer satisfaction.
9. CDNs, caching and acceleration are your friends.
10. Should you wait for 40 Gbps? Should you pay a premium for 10
Gbps? No. It won’t improve customer satisfaction, it won’t make your
network more future-proof, there are more effective places to spend
your capex, and your customers won’t be happy while you wait.
68
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games of chance. Network design
sets the odds that latency will be
acceptable for each user request, based
on predicted load. Better odds require
more opex and capex. An operator has
to make this trade-off as a part of a
business plan.
AVOIDING TRAFFIC JAMS
Nodes multiplex (interleave) packets
from many data flows onto each
outgoing link. Usually, arriving packets
find the outgoing link idle and are
transmitted immediately. Others might
have to wait in the queue for a few
other packets to be sent before they
take their turn. However, sometimes
the average rate of traffic to be sent
on an outgoing link gets close to the
link’s capacity. This condition is called
congestion. When congestion initially
occurs, packets must wait longer in
buffers to be transmitted, resulting
in higher delay. As buffer memory
becomes full, the node starts to discard
arriving packets.
Rates of individual and aggregated
flows are unpredictable and change
rapidly. Queues act as shock absorbers.
The numbers of packets waiting in
queues for each link change rapidly
and sometimes dramatically. As a
very rough approximation, network
designers assume that the average
number of bytes waiting in a queue
is equal to the ratio of average rate
of arrival to serialization delay of the
outgoing link. Links with higher rates
have lower serialization delay and thus
have lower queuing delay or permit
faster arrival rates. This is another
justification for gigabit networks.
TCP: ANOTHER TWIST
The Transmission Control Protocol
(TCP) is a foundational part of the
Internet. It defines a set of messages
and behaviors that govern interactions
between two endpoints (such as
between a client and a server). This
differs from the Internet Protocol,
which governs interactions between
nodes or between an endpoint and a
node. Application data is carried within
TCP packets. Most of the Internet’s
traffic uses TCP. TCP is valuable to
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applications because it recovers any
packets that a network drops, damages
or delivers out of order.
TCP is critical to a network’s
congestion control system. According
to its rules, the destination endpoint
controls the data rate of the data flow.
When a destination detects that a
packet has been dropped, it reduces the
data rate of the flow by one-half. As
packets are correctly received, it slowly
increases the rate of the data flow.
This additive increase/multiplicative
decrease behavior is intended to cause
individual flows to cooperatively share
network capacity. As a result, the rate
of each flow hovers around its “fair
share” of the bottleneck (slowest or most
congested) link on the path.
The maximum possible throughput
of a TCP session is also limited by
the number of packets that can be “in
flight” from source to destination and
by the packet drop rate. The number of

packets in flight is largely determined
by the round-trip delay. High roundtrip delay and frequent packet drops
reduce throughput. A simple formula
defines throughput limits and results
in TCP throughput that can be much
lower than fair share of the bottleneck.
Even if a long path is comprised of
uncongested, multigigabit links, TCP
throughput can be disappointing.
TCP treats a missing packet as a
signal that there is congestion along
the path. Unless it sees that packets
have been dropped, the destination will
keep increasing the rate of the flow up
to the maximum rate it can handle.
For this reason, best current practice
requires random, preemptive packet
dropping during times of incipient
congestion. This is called active queue
management (AQM). The idea of
routinely discarding perfectly good
customer data is difficult to accept, yet
it is essential to the Internet’s normal
operation because it avoids buffer bloat.

Buffer bloat is a phenomenon
only recently identified as a source of
poor network performance. When
a link becomes congested, the node
keeps queueing packets to be sent
over that link rather than discarding
some of them. As a result of this wellintentioned but misguided behavior,
queueing delay increases dramatically,
and congestion signals are hidden
from the destination. TCP therefore
continues to increase the rate of each
flow, which exacerbates the congestion.
As a result, throughput suffers, perhaps
to the point of customer dissatisfaction
or application failure.
Significant mismatches in usable
data rates (fast-to-slow transitions) often
cause bottlenecks. Such a mismatch
might occur, for example, in a node
that has gigabit input links and megabit
output links. This is a powerful
justification for gigabit access networks.
If usable rates in the access network
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TECHNOLOGY
A SIMPLE EXAMPLE

Let’s take a simple but somewhat realistic example of a
Gigabit Ethernet home network, an access network, a
local aggregation network, a middle-mile network and
a server. Total fiber length is 60 km. The user is watching
a movie, and the server is sending ultra-high-definition,
adaptive-rate video, coded at 10 Mbps, in 10-second
segments of 12.5 MB (100 Mb) each, using TCP. Each
packet contains 1,500 bytes of compressed video and 60
bytes of TCP, IP and Ethernet overhead. Each segment
must download in less than 10 seconds; otherwise, the
video freezes and displays the dreaded “buffering” icon,
and future segments will be encoded at lower resolution.
Propagation delay across the 10 km access network
is about 49 µs. The serialization delay at the access node
for each 1,560-byte packet is shown in Table 1. At low
rates, serialization delay exceeds propagation delay; at
gigabit rates, propagation is the dominant delay source.
Let’s assume the network has no other traffic, and
the packet loss rate is 10 -5. TCP congestion avoidance
limits the maximum throughput that can be achieved in
this example to no more than 7.5 Gbps. This means that
for 10 Gbps access, the maximum TCP throughput less
is than the access line rate. For lower-rate access, TCP
throughput is limited by the access line rate; the access,
rather than propagation, is the bottleneck.
Thus, ADSL can achieve a maximum throughput of
less than 3 Mbps, and the video clip is downloaded in
34.7 seconds. Clearly, this video cannot be viewed over
ADSL. Common configurations of cable access (DOCSIS
3.0 with 4-channel bonding) and VDSL2 (profiles 8a–8d)
achieve maximum throughput slightly less than the
usable rate of the line: about 150 Mbps and about 48
Mbps, respectively. The video clip is downloaded in
0.7 and 2 seconds, respectively. These are acceptable,
although they leave little margin.

BIT RATE

As total fiber length between device and server
increases, propagation delays become increasingly
significant for gigabit-class access. In this example,
increasing distance from 60 km to 500 km reduces
GEPON and GPON throughput to 707 and 709 Mbps,
respectively. Download time for GEPON, GPON and
XG-PON is almost equal at 143 ms. This demonstrates
how distance can be the dominant limiting factor in
determining throughput.
Let’s see what happens with the fast-to-slow
transition at the access node. For simplicity, we’ll use
a contrived scenario, using a statistical model called
M/D/1 queueing. The traffic consists only of 12.5 MB
video segments, as in the earlier example. There are 32
households connected to a PON, 10 households in a
DOCSIS serving group, and one household connected to
an ADSL or VDSL line; backhaul from the neighborhood
access node (sometimes called a VRAD) is point-to-point
Gigabit Ethernet or 10 Gigabit Ethernet, which is shared
among 32 households. The total fiber length is 60 km.
Each household starts with one of these video sessions. All
the households add an additional video session at about
the same time, repeating to 12 or until videos start to
freeze up (or the server switches to a lower-rate encoding).
The M/D/1 model allows calculation of the expected
average time that a packet has to wait in the queue
and the average number of packets waiting. If the
queue has a maximum depth beyond which the node
will drop packets (this is called a tail drop discard policy,
which is commonly used but not best current practice),
calculation of the packet drop rate is also possible. In this
example, maximum depth is 20. We can also see how the
added queueing delay and packet drop rate affect TCP.
Table 2 shows the maximum number of video
sessions that can be successfully carried for each

3 MBPS

50 MBPS

152 MBPS

1 GBPS

1.2 GBPS

2.4 GBPS

10 GBPS

Technology

ADSL

VDSL2

DOCSIS 3.0

GEPON, Gigabit
Ethernet

GPON
Upstream

GPON
Downstream

XG-PON

Serialization Delay

4.2 ms

250 µs

82 µs

12 µs

10 µs

5 µs

1 µs

Table 1: Serialization delay per packet at various line rates
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household, the average queueing delay, packet drop
rate and TCP throughput for that number of sessions,
and the maximum number of sessions that can maintain
a throughput of at least 10 Mbps.
What this means:
•
•
•

•
•

ADSL: Doesn’t work because the line rate is less
than the video’s data rate. Typically, the video
server would revert to standard definition.
VDSL2: Up to four video sessions per line, one
household per line.
DOCSIS 3.0: A bonded 152 Mbps DOCSIS channel
can carry no more than 14 video sessions. That
might be enough to share among perhaps 50
households at present, but in the long term, it is
inadequate. Cable operators have a number of
options to increase the usable rate of each channel,
increase the number of DOCSIS channels in a cable
segment, bond together more channels or reduce
the number of homes passed by a cable segment.
Point-to-point Ethernet: No problem carrying more
than 12 videos per line. Most likely, the slow-to-fast
transition would be at the aggregation node.
GEPON: Can nominally carry up to three video
streams per household. However if the server is
500 km from these households, TCP throughput
becomes the limiting factor. Not every household on
the access network will be able to view three streams.

•

•
•

GPON: Can carry up to seven video streams per
household. At 500 km, TCP throughput is the
limiting factor, and not every household on the
access network will be able to view seven streams.
XG-PON: Can carry more than a dozen video streams
per household, with room for more. It’s hard to
imagine a need for this in most residential settings.
Backhaul: For the fiber-to-the-node VDSL scenario,
a Gigabit Ethernet backhaul is typically used from
the neighborhood access node to the aggregation
node. Performance characteristics are similar to
GEPON. With 32 households served per backhaul,
the backhaul, rather than the access line, is the
bottleneck. If backhaul is upgraded to 10 Gigabit
Ethernet, VDSL remains the bottleneck.

This contrived scenario is not quite preposterous.
It would be exceedingly rare for a large cluster of
customers in the same neighborhood to all be
watching more than three or four high-quality videos
at the same time. We could imagine a neighborhood
of video-addicted families, affluent enough to have
several SuperHD screens, all at home at the same time.
However, this scenario is relevant when the customer is
a bar or a health club that has numerous videos playing
concurrently. Also, some video players try to download
more than one segment concurrently to stay ahead of
congestion.

BIT RATE

3
MBPS

50
MBPS

152
MBPS

Example

ADSL

VDSL2

DOCSIS
3.0

Gigabit
Ethernet

GEPON

Households per line

1

1

10

1

32

32

32

Maximum sessions per
household, based on
usable rate

0

4

1

>12

3

7

>12

Average queueing
delay

--

1 µs

1.4 µs

<1 µs

115 µs

162 µs

30 µs

Drop rate (20 buffers)

--

9*10-3

1.5*10-4

5*10-20

4.24*10-1

2.4*10-1

1.9*10-9

TCP throughput limit
(60km)

--

107
Mbps

834 Mbps

No practical
limit

1.1 Gbps

678 kbps

No practical
limit

4

1.4

>12

3

7

>12

No practical
limit

3.3 Mbps

4.4 Mbps

50 Gbps

>12

2

6

>12

Sessions per household
to achieve 10 Mbps
throughput at 60 km
TCP throughput limit
(500 km)
Sessions per household
to achieve 10 Mbps
throughput at 500 km

22 Mbps 177 Mbps
4

1

1 GBPS POINT 1 GBPS
TO POINT
SHARED

2.4 GBPS

10 GBPS

GPON
X-GPON
Downstream Downstream,
10G Ethernet

Table 2: Network performance in a simple queuing model
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There’s no reason to wait for 10 Gbps
equipment before upgrading. For residential
and small-business users, gigabit networks are
more than adequate for the foreseeable future.

are similar to usable rates of links between nodes, the risk of
congestion – and of buffer bloat – is greatly reduced.
Gigabit access has another interesting implication. The
fast-to-slow transition in a non-gigabit-capable access network
is typically at a DSLAM, CMTS or other piece of access
equipment. Gigabit access usually moves the fast-to-slow
transition into the home gateway. In fact, an access network
that enforces a headline rate close to the capacity of the
home network can sometimes yield better performance than
uncapped gigabit service!
BEYOND THE GIGABIT
Technology isn’t standing still. 10G EPON and GPON
equipment is already available from some vendors, and a
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standard for 40G GPON is on the
horizon. Some plans for GPON and
GEPON networks have even been
frozen in anticipation of the next,
shinier, faster thing.
These higher-rate, higher-cost
technologies have their place, but
that place is not residential and smallbusiness broadband service (except
perhaps to huge multiple-dwelling-unit
and multitenant-unit buildings). The value of higher line rates
diminishes rapidly after about 1 Gbps because bandwidthdelay product and bottlenecks in home networks, rather than
serialization delay or congestion, become the deciding factors
in the user experience. Gigabit networks will be more than
adequate for the foreseeable future.
If you’re still concerned about the next step beyond gigabit,
you’re covered. The 10G GPON and GEPON standards and
the forthcoming 40G GPON standard are designed to coexist
on the same passive fiber network as GPON and GEPON.
This gives operators flexibility in deploying pockets of faster
technology with minimum incremental cost.
So if you’re hesitating until the next version comes out,
don’t. There’s no reason to make your customers wait.
MANAGING END-TO-END EXPERIENCE
Many causes of poor user experience are out of an access
network operator’s direct control. Poor Internet performance
can occur anywhere: in a user’s device, in a home network,
in the access network, in the middle mile, at peering points,
in server farms. Gigabit access technology assures that
the last mile will not be the bottleneck. Nonetheless, when
there are performance issues, the finger of blame will point
to the customer’s point of contact: the service provider’s
access network.
A network operator striving for excellent customer
experience should eliminate any performance issues
under its control and make sure that somebody else owns
the bottleneck. When call center reps get performance
complaints, they should have the training and tools to point
the finger at the responsible party.
Home networks often become bottlenecks because of rate
mismatch. In the best case, 802.11n Wi-Fi can achieve usable
data rates up to 600 Mbps, but this is rare in practice. More
likely, user devices, wireless home gateways or radio-frequency
environments will limit rates to well below 100 Mbps. TCP
attempts to regulate aggregate average flow rates to share the
wireless link. However, its proper behavior depends a great
deal on the implementation details and configuration of the
home gateway. Some implementations are particularly subject
to buffer bloat.
Similarly, user devices can be bottlenecks. For example, the
TCP implementation in Microsoft Windows is configured, by
default, to run at no more than about 90 Mbps.
A network planning process must include an overall
strategy for supporting home networks and devices (or
not supporting them). Performance should be an integral
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part of that strategy. For example,
some operators provide managed
home gateways as well as broadband
optimization tools for some devices.
Managing home networks provides
a degree of control over the quality of
user experience and facilitates technical
support. It also affects planning for selfhelp, call center operations, workflows,
procedures, diagnostic tools, records,
training, service contract language,
pricing and marketing. Network
operators that supply or recommend
home gateway devices should ensure
that these devices follow best current
practices, including for buffer bloat
mitigation.
An access network connects through
a middle-mile network to at least one
Internet exchange, a co-location facility
or data center where it connects to other
networks. These interconnections can
greatly affect performance.

A large part of bandwidth-delay
product is dependent on the distance
from servers to devices. Moving content
closer to user devices boosts throughput
and reduces latency. Content distribution
networks (CDNs) anticipate user requests
and pre-position (or cache) copies of
content in nearby servers. Caching has
a number of advantages for content
providers and the Internet. Almost all
heavily trafficked sites use CDNs, which
may be owned by network operators,
content providers or specialized
CDN providers. If your objective is
customer satisfaction, CDNs are your
friends. Talk with CDN providers
and major content providers in your
planning phase, and determine how
best to work with each. Connect as
directly as possible. If your network
is geographically remote, consider
providing rack space for CDN servers.

• Propagation delay depends
on distance and therefore on
geography; in a network that serves
a remote area, propagation delay is
unavoidable. The financial services
industry spends billions of dollars
on “as the crow flies” routes so
trading programs can place orders
milliseconds sooner than their
rivals. Even though regional middlemile networks can’t afford to go to
these extremes, network designers
should try to minimize distance to
the Internet exchange.
• Serialization delay and queueing
delay accrue only at routers and
switches. For this reason, the
path from an edge router to the
Internet exchange should include
as few routers and switches as
possible. Operators should consider
wavelength and/or dedicated (dark or
lit) fiber services in the middle mile.
• Congestion in the last mile or
middle mile is unlikely in early
stages of deployment. Later on, as
the number of customers increases
and each customer’s traffic grows,
capacity can become a problem.
Ensure that you can add capacity
when you need it by planning for
extra rack space, power and HVAC
in your out-year budgets.

CONCLUSION
In conclusion, a broadband provider’s
mission is to provide a consistently
great experience to each end user while
meeting its business objectives. This
involves a lot of moving parts. Line rate
is only one of them; in fact, faster does
not necessarily mean better. The term
“gigabit” is important as a marketing
statement, but its technical meaning is
highly nuanced.
This article illustrates the
complexity of broadband networks.
These systems don’t always work in an
intuitive fashion. Business decisions
and technology interact in often
surprising ways. Complexity leads to
misunderstanding and myth, which in
turn can lead providers to spend their
limited capital ineffectively. For these
reasons, broadband providers need to
bring specialized broadband technical
expertise into their planning and
procurement as early as possible. v
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